
Normalisation- Review 
 
The assembly of data into separate tables like this is not as straightforward a process 
as simply placing data into appropriate tables. In order to ensure that a database 
will function correctly, data must be normalised into first, second and then third 
normal form. 
 
Un-normalised Data (UNF) 
Un-normalised data generally belongs to a flat-file system. classes, we might have 
the following fields: 
 
• Student ID 
• Student Name 
• Class ID 
• Class name 
• Classroom 
• Class time 
• Class-day 
• Teacher ID 
• Teacher Name 
 
First Normal Form (1NF) 
Data is in first normal form if it contains no repeating attributes or groups of attributes.  
If we look at the data above, and assume that a class is going to consist of many 
students, we do not need to keep repeating the entire details of a class every time a 
new student is added. 
 
Any data that would repeat unnecessarily needs to be removed from the list and 
placed in its own table: 
 
STUDENT   (Student ID, Student Name, Class ID) 
CLASS          (Class ID, Class Name, Classroom, Class time, Teacher ID, Teacher Name) 
 
The contents of each set of brackets identify one table, named after the word in 
capitals outside the brackets, so we now have one table containing student data, and 
one class table with the details of each class appearing once: 
Using the example of students in night 
 
Student ID First Name Last Name Class 

A48567 Stephen Wilkins AR1 
A48567 Stephen Wilkins IT1 
F59483 Nicholas Smith AR1 
F59483 Nicholas Smith IT1 

 
Class ID Class Classroom Time Day Teacher ID Teacher Name 

AR1 Art B101 18:30 Monday J1 Johnson 
IT1 IT C305 18:00 Thursday C1 Collins 
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There is still redundant data, because each student is being repeated for each class 
they take (a student can, presumably, take more than one class). We cannot resolve 
this by simply moving data into a separate table, because all of the data is necessary 
to show that both Stephen Wilkins and Nicholas Smith attend both art and IT. This 
redundancy of data is addressed in second normal form. 
 
Second Normal Form (2NF) 
Data is in second normal form if there are no partial key dependencies.  
A student's first and last names depend on their student ID; if we look at a different 
student ID, we are looking at a different student. A student's first and last names do 
not depend on the class ID, as many students might take one class, so this field can be 
removed from the table. We still need to know which students attend which classes, 
so a new table, a linking table, is created to show this relationship between students and 
classes: 
 
Table:CLASS 
Class ID Class Name Classroom Time Day Teacher ID Teacher Name 

AR1 Art B101 18:30 Monday J1 Johnson 
IT1 IT C305 18:00 Thursday C1 Collins 
 
Table:ENROLMENT 
Student ID Class 

A48456 AR1 
A48456 IT1 
F59483 AR1 
F59483 IT1 
 
Table:STUDENT 
Student ID First Name Last Name 

A48567 Stephen Wilkins 
F59483 Nicholas Smith 
 
We might call this table ENROLMENT, and our tables now look as follows: 
 
CLASS             (Class ID, Class Name, Classroom, Time, Day, Teacher ID, Teacher Name) 
ENROLMENT (Student ID, Class ID) 
STUDENT       (Student ID, First Name, Last Name) 
 
The primary keys are underlined. The enrolment table has a composite key, which means 
that no individual field is unique, but the combination of several fields (in this case two) is 
unique, i.e. the same student will not enrol in the same class twice, but one student can have 
many classes and one class can have many students. 
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Third Normal Form (3NF) 
Data is in third normal form if there are no non-key dependencies.  
Looking at the class table, the teacher's name does not depend on the Class-ID field at 
all. It depends completely upon the reacher_ID field, so there should be a separate 
TEACHER table: 
 
Table:CLASS 
Class ID Class Name Classroom Time Day Teacher ID 

AR1 Art 13101 18:30 Monday J1 
IT1 IT C305 18:00 Thursday C1 
 
Table:STUDENT 
Student ID First Name Last Name 

A48567 Stephen Wilkins 
F59483 Nicholas Smith 
 
Table: ENROLMENT 
Student ID Class 

A48456 AR1 
A48456 IT1 
F59483 AR1 
F59483 IT1 
 
Table:TEACHER 
Teacher ID Teacher Name 

J1 Johnson 
C1 Collins 
 
 
 
 
 
STUDENT        (StudentID, First Name, Last Name) 
ENROLMENT  (StudentID, Class ID) 
CLASS                 (ClassID, ClassName, Classroom, Time, Day, TeacherID)  
TEACHER        (TeacherID, TeacherName) 
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Entity Relationship Modelling 
 
This database can be described graphically using an entity-relationship diagram (ER 
diagram), in which tables are represented by rectangles and relationships between 
tables by lines. The evening classes database would look like this: 
  
 
 
 
 
 
 
 
 
 
 
 
 
Relationships exist in ER diagrams where processes exist in real life. A teacher tea
class, while a student enrols on a class. There are three different types of 
relationship: 
 

One-to-one. If a teacher only taught one class and a c
was only taught by one teacher, this type of line wou
represent the relationship. 
 
One-to-many. A teacher teaches (or can teach) many 
classes, but each class is taught by only one teacher. 
 
 
Many-to-many. If a teacher teaches many classes and 
class is taught by many teachers (many in this instanc
simply means a figure greater than one), then this typ
relationship exists.  

Class Enrolment 

Teacher Student 

In reality, a database cannot actually contain this typ
relationship, and a linking table must be inserted bet
two ends of a many-to-many relationship. A many-t
many relationship exists between STUDENT and CL
(a student can take several classes; a class will tend to 
contain several students), which is why the linking tabl
ENROLMENT was necessary. 

 

So …… 
 
Becomes…. 

Enrolment Class 

Student Class  
 
 
 
 
 
 

Link table 
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When creating tables based on an ER diagram, it is essential to be aware of primary 
keys and foreign keys. To illustrate this, we will look at the relationship between CLASS 
and TEACHER: 
 

"One teacher can have many classes” 
 
The teacher is, in this case, at the `one' end of the relationship, so the tables are 
assembled as follows:  
 
CLASS          (Class ID, Class Name, Classroom, Time, Day, Teacher-ID*)  
TEACHER   (Teacher ID, Teacher Name) 
 
 
The primary key from the 'one' end of the relationship (Teacher _ID in the TEACHER 
table) is inserted as a foreign key  (*) in the table at the 'many' end (Teacher-ID in the 
CLASS table). A foreign key does not possess any special properties other than acting 
as part of the link within another table. 
 
If we know, from the CLASS table, that the art class is taught by teacher J1, and we know 
from the TEACHER table that teacher J1 is called Johnson, we know that the art class is 
taught by Johnson. This may seem convoluted, but assembling data in this way avoids data 
redundancy and all associated problems. 
 
 
Database Security 
With large, important databases in the corporate world, it is not enough to simply 
password protect databases. Some users need access to the entire database, whereas 
others need only limited access. It is possible to restrict access to certain areas of the 
database for certain users. A database administrator would have access to everything on 
a database, but a data entry clerk would only have access to the part of the database 
into which they would enter data. 
 
Views 
Regardless of who is using a database, the data is the same for each user, but it is 
possible to present the data in different ways, giving different users a different view of 
the data: 

• A manager, who makes decisions based on an overall view of the data, 
might see only a summary, possibly helped by graphical representations 
such as charts. If need be, the manager could look at the details, but 
managers would not need to be continually bogged down in data. 

• A database administrator would need a more detailed view of the data to 
deal with technical issues relating to the optimisation of database 
performance. 
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Database Management Systems 
 
A database management system (DBMS) is a piece of software that sits between the user 
and the data. It has a number of features, including: 
 
 

• An ability to check the data for inconsistencies 
• An ability to minimise duplicated data (a major purpose of a database is to 

ensure each piece of data is stored only once, thereby reducing potential 
errors) 

• An ability to obtain related data from different tables in the file system by 
linking these tables to one another 

• Provision of security; ensuring unauthorised access is blocked and authorised 
users only have access to data they are entitled to see or alter 

• Provision for backing up data 
• Facilities to perform calculations on data retrieved from the database 
• Management of data dictionaries 
• Running of queries using a query language, based on requests from the user 
• Maintaining indexes, which speed up data retrieval. An index is a sorted 

field in a database. As with any sorted structure, it is very quick to search. 
 
 
Data Dictionaries 
A data dictionary describes the content of a database in terms of fields and data 
types. A record must be kept of, for example, which fields are in our STUDENT 
table and what their respective data types are. Information might include: 

 
Field Name Data Type Length Description 

Student-ID String 6 Six-digit student ID card number 

First-Name String <50 First name of a student 

Last-Name String <50 Last name of a student 

 
 
Other columns might be necessary, to deal with issues such as data validation or 
whether a field is allowed to be left empty. 
 
 
Query Language 
Queries (questions that can be asked of a database) must be run using a specific language 
known as a query language such as SQL (Structured Query Language). This is the 
language used to interrogate the data. In some systems the user must type SQL 
statements to retrieve any data, but in others the user requests it in some simpler way 
and the DBMS assembles the statement.  
 
Here are some examples of SQL statements.  
You will notice that they almost resemble natural language: 
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         SELECT * FROM STUDENT      
selects all fields from the student table. 

 
        INSERT INTO STUDENT VALUES ("A12345", "John", "Lee") 

-inserts the specified data in that order into the 
student table; creates a new record. 

 
 
 
Distributed Systems 
 
The term distributed means spread over a number of locations, and is the opposite of 
centralised. In computing, both data and processing can be distributed: 
 

• Distributed processing can mean computers in different locations processing 
different parts of the same task, or different processors within the same 
computer working together to complete a task. This is generally implemented 
to speed up programming, but some processor time is lost to deciding which 
processor should handle which part of the task. 

 
• Distributed databases occur when an entire database is not connected to a 

single processor. As long as the pieces of data share a common DBMS, there is 
still technically a single database, even if parts of it are thousands of miles 
apart. Although this is complex, as with distributed processing, it grants a 
number of advantages: 

- The part of the database relating to, say, sales in India can be physically 
located at the India office. This makes local data transactions faster and 
minimises data being transmitted longer distances over (probably) more 
expensive communication lines. 

- With a distributed database, a fire in one location will not affect data in 
another, so the system acts as a means of damage control. 

- It is easier to add another module to the database if it is distributed. 
Adding a new module in a new location does not affect other modules 
located elsewhere. 

 
 
Exercise            
 
1) Complete the Data Dictionary for the other tables in the database. 
 
 

STUDENT        (StudentID, First Name, Last Name) 
ENROLMENT  (StudentID, Class ID) 
CLASS                 (ClassID, ClassName, Classroom, Time, Day, TeacherID)  
TEACHER        (TeacherID, TeacherName) 
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