
Interrupts

A CPU core can only work with one process at a time, therefore in order to handle multiple tasks the current tasks are stopped in order to process a more important task

· When the interrupt signal is sent then the CPU pauses its current process and starts handling the interrupt

· When the task resulting from the interrupt is completed, the CPU resumes with the tasks it was doing before it received the interrupt

A processor can only do one thing at a time. 

Therefore, it has to be interrupted when a task needs attention that is more important than the task that is currently running.

There are 2 types of interrupts: hardware interrupts and software interrupts 

Hardware interrupts: interrupts sent to processor from other hardware devices linked to the physical architecture of the computer. 

          eg. printer sending 'out of paper'-message.

Software interrupts: the processor itself generates the situation requiring handling.

          eg. a situation needing handling would be an exception, such as accessing an index of an array beyond the dimension of that array

When an interrupt is detected
a) All current states of the processor's registers are PUSHED (stored) onto a stack

b) The interrupt is executed

c) The state before the interrupt was executed is recovered by POPPING the register values off the stack again
Polling

Polling is the process where the computer waits for an external device to check for it readiness.

The computer does not do anything else other than check the status of the device.

Polling is often used with low-level hardware. 

 eg : when a printer is connected via a Parallel  port the computer waits until the next character has been received by the printer.

Before interrupts were used as a mechanism for Input/Output, CPUs used to have to "poll" an I/O device to check its status. For example, you might be printing to the printer, and waiting until the print job is complete. 

In a computer, polling means determining the status of an I/O device with direct action taken by the CPU. Polling is often contrasted with interrupts where the device interrupts the CPU when it's done. 

To poll an I/O device, the CPU typically uses memory-mapped I/O. I/O devices are assigned memory addresses which aren't used by memory at all, but are instead, special addresses that the I/O device recognizes. (Memory mapped I/O is usually done when the CPU is started up). The CPU can then check the status of the device by reading a byte or word at some pre-determined address for that particular I/O device. 

The Problems with Polling 

The problem with polling is that the CPU operates at a much faster speed than most I/O devices. Thus, a CPU can get into a “busy wait”, checking the device many times because the device is very slow. 

Occasionally, polling is the right thing to do, especially if devices are quick enough. The main advantage of polling is that the CPU determines how often it needs to poll. An interrupt causes the CPU to "stop" and determine what device is interrupting. 

Thus, if the CPU can be late handling the device, then polling prevents the CPU from being interrupted. 

Exercise










1) Name two types of interrupt and give an example of each one.

2) Describe what happens when an Interrupt is detected.

3) Give a short definition of Polling (one sentence)

4) Give one disadvantage of Polling

Interrupts & Polling











